
Anna Szmit 

Mariusz Tomaszewski 

Maciej Szmit 

Domain Name Servers’ Pseudo-Random Number 
Generators and DNS Cache Poisoning Attack 

Introduction 
A lot of internet attacks against authentication are based on packet spoofing. Strong 

transmission authenticating mechanisms, especially those based on public key infrastructure, 

are generally employed in currently used network protocols. The older method, which was 

used for example in TCP sequence number and in domain name system (DNS), was based on 

marking the datagram sent with random identification number, which had to be used in 

acknowledgement or reply. To successfully attack this kind of transmission, an attacker, if 

there is no possibility for him to sniff the datagram sent; they must try to find the generated 

identification number putting to use the trials and errors method. If they succeed, they will 

have the opportunity for session hijacking attack, transmitted information modification, or 

connection breakdown forcement. That is why the quality of Pseudo Random Numbers 

Generators (PRNG) used in applications and libraries responsible for implementation of 

TCP/IP protocol stack may have critical significance from the point of view of security. 

DNS-cache poisoning birthday attack
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In DNS cache poisoning attack the attacker enters into the domain name server’s cache 

false symbolic address – IP address mapping for host chosen as an attack target. It is done by 

transmitting from the attacker a spoofed reply to the DNS request. A domain name server 

client who asked the server about the symbolic name resolution will be directed to the 

incorrect IP address where they will find a fake www website prepared by the cracker used to 

collect confidential data. The attack can be performed against domain name servers as well as 

client operating systems’ DNS cache. There are certain steps in which the attack is realized. 

First the attacker forces the attacked DNS to send a request to authoritative domain name 

server
2
, and then sends fake replies with several IDs hoping that one of them would be 

accepted by the server as a correct one (this would happen if the attacker manages to select 

proper ID number, which in this case is a 16-bit unsigned number). The birthday attack
3
 

differs from the classic DNS spoofing. In classic DNS spoofing the attacker sends only one 

request and only one fake response and in the birthday attack they send a few ones. In this 

case it is sufficient for the attack to be successful if only one reply had a proper ID (i.e. one of 

IDs which was used in request sent from the DNS to authoritative server). Classic attack 

success probability (one request, n fake responses) is given by equation
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 See: [1]-[4] 
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 DNS fundamentals were described in RFC 882 and in RFC 883 
3
 The birthday attack was described in [4]. It owes its name to the so-called birthday paradox (How many people 

should be chosen to achieve the probability to have two people born on the same day more than 0.5”. The answer 

is unexpectedly small number of 23 people. In the birthday attack the answer would be 302.  



In case of the birthday attack (n fake replies to n forced requests) the probability of success 

is given by the equation:
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P  where t is number of all possible ID 

values (65536).  

Defence against DNS Cache Poisoning Attack 
To protect themselves from the attacks, some DNS programmers use a number of 

mechanisms. First of all
4
queuing received requests (independent of the number of repeated 

the same address resolutions requests, the server sends only one request to authoritative 

DNS), which eliminates the possibility of birthday attack. Secondly, sending the request from 

the random dynamic UDP port and accepting only answers directed strictly to this port (some 

DNS accept answers sent to UDP 53 port even if the request was sent from the other port). In 

consequence the probability of attack success is significantly decreased because the attacker 

would have to guess two 16-bits numbers (UDP port number and ID). Because these numbers 

are independent the success probability would be in this case 
l
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of unassigned UDP ports, in practice near 65536. Taking into account the number of packets 

which could be generated, even if the attacker uses a high speed connection, the probability of 

success is relatively small. The attacker is not able to generate a sufficient number of fake 

answers in time when DNS is waiting for the reply from the authoritative DNS, even if they 

use the Denial of Service attack to slow down or break down the connection between DNSs. 

Subject, methodology and research results 
The researches presented in the paper were aimed at the PRNG used in Domain Name 

Servers quality assessment. It is obvious that low quality algorithms (generating predictable 

numbers) use may result in significant simplification for the attacker to execute a successful 

DNS-cache poisoning
5
.  

Servers from operation systems: Windows 2003, NetWare 5.1 (with service pack 1 and 8), 

bind version 8 and djbdns (respectively Win, NW, bind and djbdns) were chosen for the 

investigation. The Table 1 presents short characteristics of servers’ behaviour.  

 

Table 1. DNSs characteristics 

DNS Characteristic 

Win No queuing, sends requests form various source ports but accepts answers sent to 

port 53 

NW No queuing, always sends requests from port 53  

bind No queuing, sends requests form one source port but accepts answers sent to port 

53 

djbdns No queuing sends requests form various source ports but accepts answers sent to 

source port. 

                                                 
4
 Certainly there are also suggestions to implment strong DNSs transmission authentication mechanisms, 

although they are not widely used, mostly because of distributed and hierarchicak of Internet name services. 
5
See [8].  



To conduct a detailed analysis relatively large runs were generated. Because the 

preliminary analysis for NetWare were practically disqualifying, the run was limited to 12379 

elements, and for remaining DNSs 65535 observations were generated. The series quality 

assessment was carried out from the point of view of maximum variation, i.e. minimum 

probability of every single value appearance. From this point of view the best would be the 

sample with the maximum variance interval (number of accepted values), uniform distribution 

and randomness understood as independence between the series elements. 

Descriptive statistics 

The descriptive statistics were presented in Table 2. 

Table 2. Descriptive statistics of investigated series. 

 bind NW djbdns Win 

Number of elements 65535 12379 65535 65535 

minimum  2 509 0 0 

maximum 65535 11756 65535 16383 

arithmetic mean 32684.39 7065.506 32790.96 8236.505 

median 32674 7194 32693 8271 

quartile 1 16566 4658 16402 4153 

quartile 3 48875 9440 49134 12312 

standard deviation 18843.49 2723.51 18917.26 4730.818 

spread (max-min) 65533 11247 65535 16383 

number of different numbers in 

the run 12701 5458 41287 9924 

 

For the obvious reasons all values are non-negative. NetWare has the lowest value 

range, and similar situation can be observed for Windows. In case of djbdns and bind the 

value is four times higher and is equal to the range which the numbers can be generated 

from 12;0
16 − .  

Variation measured by the standard deviation to arithmetic mean ratio for NetWare is 

about 39%, for the remaining series it is little above 57%. 

For NetWare the number of different numbers in the sample is less than half of the range of 

appearance and for bind8 it is less than 20%. 

 

Randomness tests 

The randomness was investigated by quantile test in two variants: median and quartile 

tests
6
. According to the test assumptions, for large series randomly generated statistics  
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u  is normally distributed and standardized N(0,1), where n is sample size and 

k is the number of runs (in median test runs consist of elements higher or lower than median, 

in quartile test elements set between the first and the third quartile, or beside of them). 

Too small or too large number of runs is regarded as non-random. For both quantile tests only 

NetWare could be regarded as non-random (significance level p<0.05). 

Similar results were achieved in maximum run length test
7
 (elements higher or lower 

than median). Only NetWare can be regarded as non-random at the significance level
8
 0.1 

                                                 
6
 See. [9], pp. 37-39 
7
 See. [10], pp. 70-74. 



Sign tests were the next randomness tests conducted. In this case runs are monotonic 

runs (increasing assigned with “+” and decreasing “-“). Test 
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the number of runs (k) for large random series is normally standardized distributed. NetWare 

and Windows, according to the test, should be regarded as non-random. 

The lack of autocorrelation is an important feature characterizing the random series. That is 

why that autocorrelation coefficient significance (limited to I order autocorrelation) was also 

investigated. For series without I order autocorrelation statistic n
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t-Student distributed with (n-1) freedom degree
9
. For NetWare and Windows significant 

autocorrelation was set.  

The characteristic of numbers of repeating pairs was also analysed. If the series has random 

characteristics, the probability of repeating of the same pairs of numbers should be minimal. 

For all series, except djbdns, repetitions are relatively frequent. 

Uniform distribution tests 

Goodness of fit 2χ  test with uniform distribution, assuming number of class r close to 

sample size square root. For uniform distributed variables 
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2χ  statistic is 2χ  

distributed with r-1 freedom degrees. 

It can be stated, based on the test result that only djbdns run has distribution not different 

significantly from uniform distribution. 

Particular values frequency was also investigated. Maximum frequency of particular 

values for each series, as well as number of elements appearing in the series significantly 

more often (at the significance level equal 0.05) than expected value of frequency. For all 

series more than 2000 values appeared significantly frequent than expected. For bind the 

maximum frequency of appearance was relatively minimal (i.e. lower than the maximum 

frequency for the other series), however most of the numbers in this series appeared six times 

each. In Windows there were numbers which repeated 56 times, and 383 numbers (3,9% 

numbers, but a total of 17,1% of results), were repeated at least 20 times which results from 

the fact that that programme generates the series with that smaller range than bind and djbdns. 

For djbdns one number was 9 times repeated, but an overall relatively smallest percentage 

(26,7%) was repeated significantly more frequent than expected (for this series expected 

number of appearance of each element is 1 and significantly frequent for probability 0,05 

there were numbers which appeared at least four times). 

The results of all tests were collected in the Table 3. The probability p for all tests 

means the significance level above which null hypothesis can be rejected for a given test. For 

all test small value of p, for example below 0.05, means undesired series features. 
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 In table the values for such big sample were collected. 
9
 See. [12]. 



 

Table 3. Test results for series investigated 

 bind NW djbdns Win 

u-statistic 0.025 -1.997 -0.0019 -0,018Median test 

probability (p) 0.980 0.046 0.998 0,985

u-statistic -0.011 -1.996 5101.6 −⋅− -0.00311Quartile test 

probability (p) 0.991 0.046 0.99995 0.998

Maximum runs length 14 6178 16 17

runs number k  43503 2078 43566 43006

u-statistic -1.73 -132 -1.15 -6,33

Sign test 

probability (p) 0.084 0 0.252 10102 −⋅
Autocorrelation coefficient r1 -0.0042 0.9987 -0.0034 0.0242 

test t -1.077 111.112 -0.872 6,189 

Autocorrelation 

significance test 

p 0.282 0 0.383 10101,6 −⋅  

Number of repeating pairs 19648 1588 0 11063
2χ  1315.2 29463.5 258.0 485.7Uniform distribution test 

p 0 0 0.4359 16104.1 −⋅
the number of numbers appearing 

significantly more frequent than 

expected at significance level 0,05 11162 2798 5331 7616

the percentage of numbers appearing 

significantly more frequent than 

expected at significance level 0,05 87.9% 51.3% 12.9% 12.1%F
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the percentage of numbers appearing 

many times at significance level 0,05 96.9% 68.2% 26.7% 34.6%

maximum number of repetitions 6 8 9 56

maximum percentage of repetitions 0,00009 0.00065 0.00014 0.00085

Conclusions 
The DNSs investigated (except djbdns) were created a few years ago; nevertheless 

they have been used so far. All of them (except djbdns) can be a subject to the birthday attack. 

In statistical tests carried out markedly worst results were noted with NetWare DNS. 

Windows and bind achieved good results in quantile and maximum run length test, although 

Windows noted worse results in sign and autocorrelation significance tests. Bind8 did not 

manage to pass uniform distribution test. The disadvantage of the last two DNSs is relatively 

small range, and in consequence a large number of repeating numbers, which obviously 

makes it more susceptible to the attack. The DNSs development will undoubtedly focus on 

eliminating the above mentioned disadvantages, especially that the attacks connected with 

symbolic names spoofing (pharming in particular) have been very widespread recently. For 

example, in next 9
th
 version of bind request queuing was implemented. With a large requests 

number about the same symbolic address DNS sends exactly five replies to authoritative DNS 

at 15 seconds intervals. Only after this time the next request will result in the procedure 

repetition. 
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